Towards Information Centric Application Development
for Wireless Sensor Networks

Abstract. In this paper we present a novel approach to information centric
application development for wireless sensor networks acting as a swarm. We
introduce the concept of a distributed virtual shared information space based on
XML that makes use of a content based forwarding mechanism we call XCast
for information sharing between devices and cardinally constraint automata for
validating XML messages efficiently. We then outline a straightforward
application development process and conclude with first experiences with
regard to code efficiency.

1 Introduction

During the last years, advances in the micro fabrication of integrated circuits and
sensors have enabled a new class of distributed systems, the so called Wireless Sensor
Networks [1]: collections of tiny battery powered devices called motes which
comprise sensing, computing, and radio frequency (RF) communication capabilities.
Because devices must be cheap, the employed sensors may be inexact and unreliable.
Employed in large numbers and self organizing in an ad-hoc fashion, the sensor motes
permit new applications such as disaster area or habitat monitoring. With individual
devices that are quite limited in their abilities, such applications present several
similarities to biological swarms and flocks. Their power arises from the cooperation
of swarm members following a common goal. It is achieved only through local, non-
centralized interaction and cannot be accomplished by individual devices. The swarm
composition may vary during operation due to mobility, device failure or human
interference.

In such environments, the classical client/server co-operation paradigm is no
longer adequate for a number of reasons: It is built upon the assumption that services
offered by a node remain accessible in at least partially static network topologies —
something which cannot be guaranteed in mobile ad-hoc networks. For mobile
networks, often complex service discovery and routing protocols are required, causing
a significant increase in bandwidth and power consumption hardly acceptable for
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resource-constraint sensor networks. Finally the typical request/response protocols for
client/server co-operation depend on point-to-point communication, whereas a co-
operation paradigm suitable for swarms should exploit the fact that broadcast
communication in wireless networks inherently reaches more then one neighbour.

2 A new communication paradigm: information sharing

Considering the aforementioned reasons, we propose a new communication paradigm
we call “information sharing”. Individual devices acquire information about
themselves and their environment and make it spontaneously available to other motes.
It is similar to the publisher/subscriber communication pattern, but has been extended
in central issues. Neither does it employ any centralized infrastructures like message
hubs, nor does it require consistent views on the information entirety or a strict
division into publishers and subscribers.

We assume the nodes of a sensor network to behave like a swarm [2]: its members
follow a common operation goal requiring their co-operation which is based upon — at
least partial — common knowledge about the operational environment and swarm
state. This view on the co-operation of the nodes of a sensor network is clearly
distinct from the ones in [3, 4]. There the authors assume a “star-shaped” co-operation
with a number of sensor nodes reporting to a central data sink. Our view is adequate
for sensor networks with in-network data pre-processing and for sensor/actor
networks where the execution of actions must respect not only local but regional
knowledge.

An example application for disaster recovery where a sensor network assists fire
fighters in a forest fire scenario could look like this: The sensor motes are spread out
over the disaster area e.g. by dropping them out of a plane. On the ground they self-
organize themselves into an ad-hoc network, develop a common understanding of
time by synchronizing their clocks and infer their positions using a technique like
GPS or some kind of location awareness algorithm. Then the motes start to measure
temperatures at their location and forward this information on change to other nodes,
iteratively constructing a temperature map of the disaster area. This map could then
be queried by fire fighters carrying PDA-like devices that can communicate with the
sensors in their vicinity which are already aware of the situation in their environment.
This information may be used to support decisions on the employment of personnel
and equipment.

To share information, a swarm of nodes establishes a distributed virtual shared
information space (dvSIS). It contains information about the swarm state and
configuration as well as on environmental observations. The dvSIS consists of semi-
structured, self-describing information elements which are augmented with syntactic
and semantic meta-information describing the context of data acquisition (such as
position or reliability) or the data itself (such as the level of aggregation or scope).
Every swarm node holds a local instance of the dvSIS, which may be incomplete,
partially obsolete, or inconsistent with the local instances of other nodes. The dvSIS is
looked upon as a virtual entity, as it exists as an abstraction only. To contribute to the
dvSIS, every swarm node broadcasts recently acquired information (e.g. from reading



sensors) to the swarm nodes in its vicinity. Devices may help each other by relaying
data, i.e. by re-broadcasting data received from others.

The current state of the swarm is represented in the dvSIS by an XML-coded
document, whereas the structure of the information space is described by an XML
Schema [5] defining the “state space” of the swarm. It is obviously application
specific and covers three kinds of XML instance documents holding (i) the sum of all
information components being shared among the swarm nodes (“global dvSIS
instance”), (ii) the information being held by a single swarm member (“local dvSIS
instances”) and (iii) one or more information elements to be encapsulated into
messages broadcasted to neighbours (“message instances”).

<xXs:schema
elementFormDefault="qualified"
xmlns:xs="http://www.w3.0rg/2001/XMLSchema"
targetNamespace="http://swarms.de/example42"
xmlns="http://swarms.de/example42">
<xs:element name="dvSIS" type="dvSISType”/>
<xs:complexType>
<XS:sequences>
<xs:element
name="temp" type="tempType"
minOccurs="1" maxOccurs="100"/>
</xs:sequence>
</xs:complexType>
<xs:complexType name="tempType">
<xs:simpleContent>
<xs:extension base="xs:integer">
<xs:attribute name="time" type="xs:time"
use="required"/>
<xs:attribute name="x" type="xs:integer"
use="required"/>
<xs:attribute name="y" type="xs:integer"
use="required"/>
</xs:extension>
</xs:simpleContent>
</xs:complexType>
</Xs:schema>

Fig. 1. An example XML Schema specifying the structure of the dvSIS

Figure 1 shows an example XML Schema that could be used to specify the dvSIS
structure for the example application. The information space may contain between 1
and 100 temperature samples. Apart from an integer value representing the
temperature, each sample has attached three attributes for the time at which the
measurement was conducted as well as for the coordinates of the measuring sensor
node’s location.

3 The XCast Communication Model

To distribute their information, swarm members broadcast message instances. They
employ an abstract model for information sharing we call “XCast” that can be
described as content based aggregation and forwarding of information [6]. It utilises
the three filters IN, OUT and LOC responsible for handling XML structures,



especially parsing messages, merging information into and extracting information
from the local dvSIS instance (see figure 2).
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Fig. 2. The XCast model with IN, OUT and LOC filters

The IN filter handles incoming message instances. It is responsible for merging newly
received data into the local dvSIS instance for both local usage and relaying. By
parsing the messages it ensures that the merging result itself is a valid local dvSIS.
Non-schema-compliant information needs to be converted or discarded. IN may also
activate application objects upon successful operation.

Information sent out by a node is filtered by the OUT filter, determining the nodes
behaviour as seen by the other nodes. Due to node mobility and undetectable message
loss (because no acknowledgements are employed) probabilistic resending of locally
stored information has proven advantageous [6]. Thus OUT may be triggered by a
probabilistic timer as well as by the application upon acquisition of new information.
The application uses the LOC filter to read from or write to the local dvSIS instance,
e.g. to update locally measured values.

All three filters may contain additional, application specific, content based
constraints for merger and extraction. They might, for example, be based on time,
location, hop counts, context or others. Simple filters for the example application
would look like this: the IN filter stores incoming temperature samples in the local
dvSIS instance if there is no sample from the corresponding location yet. An already
stored sample is replaced if the incoming value is newer. The OUT filter would
forward a sample to others if it induced changes to the local dvSIS instance.

Simulations show that even very simple XCast instances (that base their
forwarding decisions only on whether information is already known or not) control
the data dissemination in sensor networks effectively [6].

4 Validating XML on resource constraint devices

Using XCast requires efficient parsing and validation of XML messages. The
commonly used technique for schema-aware parsing of XML documents are Tree
Grammars [7]. They represent the content of types (non terminals) as regular



expressions. Therefore they can express the XML Schema sequence and choice but
have difficulties with the al/l declaration, because it represents a set of elements. In
addition, regular expressions and thus tree grammars express zero-or-one, minimally
one and any number of element occurrences denoted by the ?, + and * operators. To
express occurrences of minimally 1 and maximal 100 “temp”-elements, a sequence of
1 ”temp” followed by 99 temp?””’s has to be generated. This approach is a burden for
the constraint memory resources and doesn’t scale.

Hence we developed the so called Cardinally Constraint Automata (CCAs) [8,9]
for validating. They are not only highly efficient, but do also allow wider semantics
for the all construct including the specification of maximum occurrence constraints.
CCAs work similarly to Finite State Machines, but transitions are only traversed if a
set of “number-of-visits”’-constraints for different states is met. When a transition to a
state is traversed, its occurrence counter is incremented. Whenever a token from an
XML document is read, it is handed over to the CCA that then tries to transit to the
next state considering token, token type and occurrence constraints. If the transition
fails, the instance document is not valid. This allows for integrated structure, type and
occurrence constraint checking of XML documents.

5 Information Centric Application Development

In order to integrate the aforementioned concepts into an application development
process the so-called <<ASTAX framework has been developed (read: CCASTAX).
This framework has two main components: STAX/g and STAX/p, where STAX
stands for “Simple Typed API for XML”. STAX/g is a generator which (1) generates
code for a validating parser (STAX/p) including the CCA representing the schema
and (2) interfaces for the typed call-backs based upon a given XML schema.
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Fig. 3. The information centric application development process

Built upon the availability of the <<ASTAX framework, a straightforward software
development process for dvSIS-based application software can be defined (also see



figure 4 on the right). It originates at a specification of the dvSIS structure in an XML
schema and automates code generation as much as possible. The process comprises a
sequence of three initial steps: The first and constituting step is the specification of
the dvSIS, formalized in an XML Schema that defines type and structure of all
information items contained in the dvSIS and all related message formats. In the
second step, this schema is fed into STAX/g yielding the validating parser STAX/p
plus its controlling CCA automaton, and a collection of call-back skeletons. In the
third step, the application programmer implements and tests the call-back skeletons to
let the application react to incoming information. This step is followed — as usual — by
the deployment, operation, and maintenance phases, adhering to common software
development methodologies.

At runtime (figure 4 on the left), the parser links parsing events to the call-back
functions on the arrival of xml messages via the radio interface. These call-backs
form an event-based API that maps the defined XML type hierarchy onto
programming language constructs (explained by an example below). These handlers
need to be filled in with the application code by the application developer, as well as
application specific XCast components such as context aware and thus application
specific filters

Table 1. Sequence of function calls generated when parsing an example instance documents.

XML Token File Inserted method
<dvSIsS> — Start.c  create_dvSIS()
<temp — dvSIS.c create_temp ()
time=711:23:00” — temp.c create time()
— time.c  setContent(“11:23:00”)
— temp.c add_time()
x="21" — temp.c create x()
— X.C setContent(21)
— temp.c add x()
y="5"> — temp.c create y()
— y.C setContent(5)
— temp.c add_y()
32 — temp.c setContent(32)
</temp> — dvSIS.c contains temp()
— dvSIS.c add temp() or merge temp()
</dvSIs> — Start.c add dvSIS()

The <<ASTAX framework supports generation of Java and C Code. Here we focus
on generating C code with STAX/g, because it targets typical sensor nodes. The
generated C code is split into implementation and header files (.c- and .h-files) which
contain function headers and empty function bodies. These functions are invoked as
call-backs by STAX/p when encountering lexical units (e.g. XML start tags, end tags,
attributes and character data) which validate against the given schema. Table 1 gives
an example: on its left side a fragment of an XML document encoding a sensor
reading is depicted. The sequence of call-back invocations when parsing and
validating this document is shown on the right side of the table. For each XML
element and attribute defined in the XML Schema a seperate corresponding .c-file and



a .h-file is generated. A .c-file for a complexType comprises so-called create and
add functions for its child elements and its attributes. A .c-file for a simpleType or an
attribute comprises only a so-called setContent function. For the document's root
element a .c-file called Start.c is generated by default which contains the appropriate
functions. Additionally so-called contains and merge call-backs can be generated
for complexTypes for information aggregation [11].

The C code generated by STAX/g may be compiled for a wide variety of platforms
including e.g. the Texas Instruments MSP430 processor which is for example used on
the Embedded Sensor Boards ESB430/2 [12] developed at the FU Berlin, Germany.
The MSP430 provides UARTSs which may be used for wireless communication tasks.
Receiving a byte triggers an interrupt which leads to the execution of the
corresponding interrupt service routine (ISR). To continuously receive data this
routine must return in time. Since STAX/p directly calls application functions
STAX/p is decoupled from the ISR by an event queue. The ISR recognizes lexical
units only and schedules related events for further processing, i.e. validation and
application execution.

Table 2. Sizes of the code modules generated from the example schema by <<astax.

Code Module Size

dvSIS call-back skeletons 2.0kB
dvSIS cardinally constraint automaton description 0.3 kB
STAX/p static parser 4.1 kB

We have conducted experiments with the example XML schema shown in figure 1.
Table 2 shows the resulting code sizes distinguished into the three components.
Although the size of the skeletons and the CCA description depend on the schema's
complexity, the ESB 430/2 can clearly handle the parser with regard to code size, as it
provides 60kB of program memory. Nevertheless, large instance documents may
cause the parser to run out of memory, because the sensor mote is quite limited
having no more than 2kB of RAM.

We also measured the time it takes to process XML messages. The sample XML
message instance as shown in table 1 is parsed and validated within less than one
millisecond. Increasing the number of temperature samples within a message leads to
a quadratic increase in parsing time and to a linear increase in validation time.
Nevertheless, we believe that the polynomial behaviour of the parser is due to coding
issues owed to the early state the implementation is in. We are convinced that parsing
is conceptually possible in linear time.

6 Conclusion and Outlook

In this paper we have shown how information centric programming for wireless
sensor networks could work. By employing the concepts of the distributed virtual
shared information space using XCast and Cardinally Constraint Automata, we have
also proven that XML processing is possible on resource constraint devices like
typical sensor motes.



Apart from extending and optimizing the <<astax implementation, next steps are
the extension of the example in this paper to a full-size application in addition to other
applications currently under development. We also work on integrating context
awareness mechanisms and plan to develop more efficient representations of the
XML information set for over-the-air encoding.
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